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BeeGFES Storage Solutions.
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Introduction

BeeGFS is a very flexible, scalable, and easy-to-
deploy parallel file system. It is hardware
agnostic and can be used for different storage
solutions that address different needs between
capacity, performance, resilience, and budget
restraints. This document explains some typical
architectures based on various hardware to
address different requirements. Please note, It
does not claim to be exhaustive.

This document focuses on current, available
hardware solutions and may be adjusted later to
new products. Depending on your
requirements, you can select one of these
solutions or combine them for several storage
tiers, or to reuse existing hardware and combine
them with newer hardware to support newer
requirements.
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Different use cases lead to different requirements and with BeeGFS you can build storage solutions that
fit most of these needs.

Besides capacity, performance is one of the more obvious requirements. In general, we can divide this
into two categories. File system performance (metadata operations) and bandwidth. With BeeGFS, the
metadata performance can be scaled by the number of meta services. Each directory on the file system
is assigned to one of the available metadata services at random, which manages the directory and its
direct children. The metadata services can run in parallel on a single node (multimode) but can also be
scaled out over multiple servers. This flexible design allows dedicated server nodes only for metadata
services. but also for hyperconverged setups where meta and storage services run on the same server
node. The bandwidth depends on the number of storage services and their targets. Other than the meta
service, where each meta service has its own target, storage services can handle multiple storage
targets. So, the system can have one or more storage services run on the same server node and
multiple server nodes with storage services for scale out.

If the server nodes have multiple NICs, the recommendation is to also have multiple meta or storage
services and bind them to the NUMA zone alongside the NIC it primarily uses and the drives that host its
targets. The service can have a preferred NIC and can fail over to a different NIC in case the preferred
one is not available.

The BeeGFS management service is a lightweight service that manages the inventory of the file system
and acts as a single point of information for all services. This BeeGFS management service can run on
one of the meta- or storage nodes or on a dedicated node (also virtualised). To avoid a single point of
failure, this service should be configured in a high available mode. This can be achieved with Pacemaker
and Corosync. ThinkParQ provides resource scripts for this kind of setup. Also, the meta and storage
services can be configured in an HA mode. If a shared storage is used, the failover can be managed via
Pacemaker/Corosync cluster to allow services to fail over to another server node using virtual IP
addresses for reachability.

Another feature to build a system with higher resilience is Buddy Mirroring. With Buddy Mirroring you
can build a system that does synchronous replication between pairs of storage or meta targets. For this,
every target can be part of a buddy group. Inside this group one is the primary target, and another is
the secondary target. All write commands will go first to the primary, and will be synchronously
replicated to the secondary target. Only after the data is written to both targets, the operation is
acknowledged to the client. As this is a sequential process, it will add latency to the write operations. So
it is important to consider this also in terms of performance sizing. As data is written twice, twice the
raw storage capacity is required to get to the same usable capacity compared to a system that doesn't
use Buddy Mirroring.

If additional features like BeeGFS Copy or Remote Storage Targets are planned, dedicated clients acting
as sync nodes might be required. Alternatively, regular clients can be used to move the data.



BeeGFS is hardware agnostic and can deliver higher performance close to the HW limits.

It is important to design the system in a way that bottlenecks can be eliminated as far as possible. On
the other side, the storage solution must also fit into the budget. So all the recommendations
mentioned here are to be the best for performance and to avoid bottlenecks. The network topology
often depends on the customer's existing network. It is necessary to do the bandwidth calculation also
on the network site to avoid bottlenecks.

For calculating the bandwidth, the hardware vendor should be the first point of contact for this
information. Specifically for NVMe based solutions, the available number of PCle lanes and how they are
distributed is important information where HW vendors typically can provide the necessary details. Also,
the selection of the CPU type and vendor is based on the available HW platform. To get optimal
performance, the system should have enough PCl lanes to support the NVMe + the network cards and
possible storage HBA's.

The number of CPU cores defines how many processes (BeeGFS workers) can run in parallel, and is
important when it comes to highly parallel processing. The clock speed is important for the per worker
performance. For meta operations, it is highly recommended to use CPU’s with a high clock count >
3GHz. If software solutions are used for RAID protection of user data, these workloads must be added
and not underestimated. Here, the core count is the most important parameter.

For server nodes acting as meta servers we recommend
¢ min 32 cores >3GHz
e min 256GB RAM (all memory channels should be used)
» disable all power saving modes in BIOS and OS
« numa binding meta services + meta targets NVMe + NIC to same numa zone

Every meta service can be bound to a specific network device and has a fallback option in case
something happens to the preferred NIC. So the meta server nodes can utilize multiple NIC’s for
distributed load and lowest possible latency if the system runs in multimode (multiple meta services on
one physical node)

For server nodes acting as storage server - NVMe
« min 32 cores
« 384GB RAM (all dimm slot occupied)
« disable all power saving modes for CPU in BIOS and OS
o disable all power saving modes for NVMe in BIOS and OS
* numa binding storage services + storage targets + NIC to same numa zone

Storage services are also bound to a specific network device and have their own fallback options. To
make use of multiple NICs in a single machine, multiple services need to be started, each using one of

the NICs as their preferred interface and the others as fallback.

Clients can be configured to support multirail usage.



1) High-performance, non-HA single-server NVMe appliance

This is the simplest solution and should be positioned as the maximum-performance / minimum-
complexity option. The expected performance for such a server is between
100 -150GB/s sequential write/read per server and can be scaled out.

Important architectural points from the docs:

1x single storage server based on PCle5

dual-socket CPU

24x local PCle5 NVMe SSDs

4x 400Gbps NICs or equivalent bandwidth

BeeGFS storage + metadata on the same node split by drive partitions

¢ no node failover, no shared storage, scratch only
Best-fit use cases:
» scratch tier
Al training data staging
customers prioritizing performance and low cost over resilience
Buffer space for RST (Fast Object Store Cache)
Suggested design notes:
» reserve a small NVMe partition on each NVMe for fast RAID10 for metadata
¢ use remaining drives for storage targets

« emphasize simplest deployment and best price/performance

explicitly note: server failure = service outage, NVMe failure = data lost. The risk of data loss can be

eliminated by implementing parity RAID on the array.
Suggested positioning
¢ max possible performance.

High Performance Scratch Dual CPU 24 NVMe no HA , 2U server node
I
NUMAO [ RAM min 256GB ] NUMA1
AMD CPU 0

NIC 400Gbps NIC 400Gbps
x16 PCI5 x16 PCIS
NIC 400Gbps NIC 400Gbps
x16 PCIS x16 PCI5
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